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Advancements in Al Ethics and

Explainability

Recent developments in artificial intelligence highlight a growing emphasis on
ethical considerations and explainability in Al systems. Researchers are
innovating ways to protect user privacy during Al photo editing and improve the
moral design of chatbots by integrating anthropology. Furthermore,
advancements in medical Al models aim to enhance predictive capabilities while
addressing the inherent imperfections of Al systems. This convergence of
technology and ethics marks a significant shift in how Al is developed and

deployed across various sectors.

KEY FINDINGS

v Purdue University researchers
developed a system for secure Al photo
editing to prevent identity leaks.

v/ MIT's new course combines
anthropology and computer science to

enhance chatbot design as moral partners.

v A deep learning model named PULSE-HF
predicts heart failure progression using
electrocardiograms.

IMPLICATIONS

- The integration of ethical frameworks in
Al design could lead to more responsible
technology deployment.

- Improved explainability in Al models
may enhance trust and adoption in critical
fields like healthcare.

- Addressing Al's inherent imperfections
could drive innovation in creating more
robust and reliable systems.
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1. 'Privacy by design': Tech protects against identity leaking

during Al photo editing

Category: Research

Departments: Computer Science, Electrical & Computer Engineering, Engineering Education &
Leadership

Topics: Generative Al, Privacy by Design, Identity Protection, Secure Image Editing

Impact Score: 28.0
Rubric Scores

Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5
Practical Impact: 5 Interdisciplinary Potential: 4 Ethical / Policy Implications: 5

Researchers at Purdue University, including Vaneet Aggarwal, Dipesh Tamboli, and Vineet
Punyamoorty, have developed a patent-pending system designed to provide private and
secure generative Al tools for editing and sharing personal images, such as profile and ID
photos. This system operates before and after images are uploaded to an Al editing
platform, ensuring that users' identities remain protected from exposure to external
platforms. The development aims to enhance user privacy while utilizing generative Al
technologies.

https://techxplore.com/news/2026-03-privacy-tech-identity-leaking-ai.html

2. New MIT class uses anthropology to improve chatbots

Category: Education
Departments: Computer Science, Educational Leadership, Sociology & Anthropology
Topics: Al Ethics, Humane User Experience Design, Anthropological Methods in Al, Chatbot

Moral Partnership

Impact Score: 27.0

Rubric Scores

Research Relevance: 4 Educational Value: 5 Innovation / Novelty: 5
Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 4

At MIT, a new undergraduate course titled "Humane User Experience Design" (Humane
UXD) has been developed by Professors Arvind Satyanarayan and Graham Jones, integrating
computer science and anthropology to explore the design of Al chatbots as moral partners
rather than mere distractions. The course aims to equip students with the skills to create
chatbots that support users' self-improvement by addressing their interactional and
interpersonal needs. Funded by the MIT Morningside Academy for Design and the Common
Ground for Computing Education initiative, the course emphasizes innovative pedagogical
approaches that bridge disciplinary boundaries. Through this collaboration, the professors
aim to enhance the understanding of human-computer interaction by incorporating
anthropological methods into the design process.
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3. Improving Al models' ability to explain their predictions

Category: Research

Departments: Computer Science, Nursing, Public Health Sciences

Topics: Computer Vision, Concept Bottleneck Modeling, Explainability Enhancement, Sparse
Autoencoder

Impact Score: 27.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 5 Interdisciplinary Potential: 4 Ethical / Policy Implications: 4

MIT researchers have developed an enhanced concept bottleneck modeling method to
improve the explainability and accuracy of computer vision models in high-stakes
applications like medical diagnostics. Their approach extracts concepts learned during
model training, rather than relying on pre-defined concepts, which can be irrelevant or
insufficiently detailed. By utilizing a sparse autoencoder to identify relevant features and a
multimodal language model to translate these into understandable concepts, the method
provides clearer explanations and reduces information leakage. This advancement aims to
enhance the accountability of Al systems by allowing users to better understand the
reasoning behind model predictions.

https://news.mit.edu/2026/improving-ai-models-ability-explain-predictions-0309

4. From games to biology and beyond: 10 years of AlphaGo's
impact

Category: Research

Departments: Biological Sciences, Computer Science, Mathematical Sciences, Engineering Education
& Leadership

Topics: Healthcare Al, Protein Structure Prediction, Mathematical Reasoning, Algorithm
Discovery, Multimodal Al

Impact Score: 27.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 5 Interdisciplinary Potential: 5 Ethical / Policy Implications: 3

The article discusses the advancements in Al, particularly through the development of
AlphaFold 2, which successfully solved the protein folding problem and provided a
comprehensive database of protein structures for global scientific use. This achievement
has facilitated research in various fields, including vaccine development and enzyme
engineering, and contributed to the Nobel Prize awarded to the AlphaFold team in 2024.
Additionally, the article highlights the evolution of Al applications inspired by AlphaGo, such
as AlphaProof for mathematical reasoning and AlphaEvolve for algorithm discovery,
showcasing their capabilities in complex problem-solving and scientific collaboration. The
authors emphasize the need for general Al systems, like Gemini, that can integrate
knowledge across multiple modalities to drive future scientific breakthroughs.

https://deepmind.google/blog/10-years-of-alphago/
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5. Preventing Al extractivism: the case for braiding indigenous

data justice with ABS for stronger Al data governance

Category: Policy & Ethics

Departments: Political Science & Public Administration, Computer Science, Social Work, Educational
Leadership

Topics: Al Ethics & Safety, Indigenous Data Sovereignty, Data Governance Frameworks,

Benefit-Sharing Agreements, OCAP® and CARE Principles

Impact Score: 27.0
Rubric Scores

Research Relevance: 4 Educational Value: 4 Innovation / Novelty: 5
Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 5

The article discusses the need for an international framework to govern Indigenous data
sovereignty in the context of artificial intelligence (Al), drawing parallels with existing
frameworks in biotechnology. It highlights successful benefit-sharing agreements between
Indigenous communities and external entities, emphasizing the inadequacy of domestic
frameworks to address the transnational nature of Al. The authors propose a braided model
integrating OCAP® (Ownership, Control, Access, and Possession), CARE (Collective Benefit,
Authority to Control, Responsibility, and Ethics), and Access and Benefit Sharing (ABS)
principles to create a comprehensive governance structure. This model aims to ensure
ethical engagement and enforceable rights for Indigenous communities regarding their data
in the Al lifecycle.

https://link.springer.com/article/10.1007/s00146-026-02931-z

6. Can Al help predict which heart-failure patients will worsen

within a year?

Category: Research
Departments: Computer Science, Nursing, Public Health Sciences
Topics: Healthcare Al, Heart Failure Prediction, Deep Learning Model, Electrocardiogram

Analysis, Single-Lead ECG Application

Impact Score: 26.0
Rubric Scores

Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5
Practical Impact: 5 Interdisciplinary Potential: 4 Ethical / Policy Implications: 3

A team of researchers from MIT, Mass General Brigham, and Harvard Medical School has
developed a deep learning model named PULSE-HF, designed to predict changes in left
ventricular ejection fraction (LVEF) in heart failure patients using electrocardiograms
(ECGs). The model forecasts whether a patient's ejection fraction will fall below 40% within a
year, allowing clinicians to prioritize follow-up care for high-risk patients and reduce
unnecessary visits for lower-risk individuals. PULSE-HF demonstrated strong predictive
performance, achieving area under the receiver operating characteristic curve (AUROC)
scores between 0.87 and 0.91 across three patient cohorts. Additionally, a single-lead
version of the model was created, making it applicable in low-resource clinical settings.

https://news.mit.edu/2026/can-ai-help-predict-which-heart-failure-patients-will-worsen-0312
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7. 3 Questions: Building predictive models to characterize

tumor progression

Category: Research
Departments: Biological Sciences, Computer Science, Nursing, Public Health Sciences
Topics: Healthcare Al, Tumor Evolution Modeling, Extrachromosomal DNA Amplifications,

Single-Cell Lineage Tracing

Impact Score: 26.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 3

Matthew G. Jones, an assistant professor at MIT, is investigating the evolutionary dynamics
of cancer tumors, particularly focusing on extrachromosomal DNA (ecDNA) amplifications.
His research aims to understand how these amplifications, which are present in
approximately 25% of aggressive cancers, enable tumors to adapt and evolve in response
to therapies. By employing machine learning and single-cell lineage tracing technologies,
Jones seeks to decode the molecular processes underlying tumor evolution and improve
patient outcomes by identifying the evolutionary pressures driving disease progression. This
work emphasizes the potential of computational approaches to reveal predictable patterns
in tumor behavior.

https://news.mit.edu/2026/3-questions-building-predictive-models-characterize-tumor-progression-03

8. Unreliable minds, unreliable machines: dyslexic memory,
ChatGPT, and the epistemic disobedience of generative Al

Category: Policy & Ethics

Departments: Educational Leadership, Computer Science, Psychology, Political Science & Public
Administration

Topics: Al Ethics, Neurodiversity in Al, Cognitive Variation Integration, Generative Al
Perspectives

Impact Score: 26.0
Rubric Scores
Research Relevance: 4 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 3 Interdisciplinary Potential: 5 Ethical / Policy Implications: 5

This article critiques the prevailing assumptions in Al architectures that equate intelligence
with neurotypical cognitive processes, such as pattern recognition and logical sequencing. It
argues that these models reinforce narrow definitions of cognition, marginalizing
neurodivergent perspectives that offer alternative cognitive logics. By engaging with the
neurodiversity paradigm, the authors highlight the epistemic legitimacy of cognitive
variations, such as those found in dyslexia and autism, and advocate for recognizing their
potential contributions to both human cognition and Al design. The paper emphasizes the
need to rethink institutional frameworks that pathologize neurodivergence and to explore
the generative possibilities of diverse cognitive orientations in shaping future technological
systems.

https://link.springer.com/article/10.1007/s00146-026-02956-4

Page 5


https://news.mit.edu/2026/3-questions-building-predictive-models-characterize-tumor-progression-0310
https://news.mit.edu/2026/3-questions-building-predictive-models-characterize-tumor-progression-0310
https://link.springer.com/article/10.1007/s00146-026-02956-4

9. Human-Al relationships as designed relationality: a

sociotechnical model

Category: Research
Departments: Computer Science, Psychology, Political Science & Public Administration
Topics: Al Ethics, Human-Al Interaction, Affective Computing, Relational Dynamics

Impact Score: 26.0
Rubric Scores

Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5
Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 3

The proposed model delineates five affective phases of designed relationality in human-Al
interactions: Novelty, Emotional Disclosure, Reinforcing Feedback, Relational Rhythm, and
Emotional Attachment. These phases, while presented sequentially for clarity, are not
strictly linear and can overlap or recur based on user context and system design. The model
synthesizes insights from human-robot interaction, attachment behavior, and affective
computing, highlighting how users experience Al systems as partners in emotional
interactions rather than mere tools. It emphasizes the fluidity of relational dynamics, where
users may cycle through phases or experience them out of order, reflecting the complex
nature of emotional meaning in Al-mediated encounters.

https://link.springer.com/article/10.1007/s00146-026-02908-y

10. Imperfection as a constitutive property of artificial

intelligence

Category: Research

Departments: Computer Science, Political Science & Public Administration, Nursing, Engineering
Education & Leadership

Topics: Al Ethics & Safety, Bias Amplification, Interpretability Loss, Bounded Rationality,
Adaptive Dynamics

Impact Score: 26.0
Rubric Scores

Research Relevance: 4 Educational Value: 4 Innovation / Novelty: 4
Practical Impact: 5 Interdisciplinary Potential: 4 Ethical / Policy Implications: 5

The article discusses the inherent imperfections in large-scale Al systems, positing that
these flaws are not incidental but rather structural outcomes of complex intelligence. It
identifies three primary sources of imperfection: bounded rationality, representational
constraints, and adaptive dynamics, which lead to new failure modes despite improvements
in surface accuracy. Through case studies in healthcare, law, and autonomous
decision-making, the analysis illustrates how different system architectures can produce
similar issues, such as bias amplification and interpretability loss. The findings emphasize
that these imperfections are predictable consequences of increasing complexity,
manifesting across multiple layers of system operation and sociotechnical contexts.

https://link.springer.com/article/10.1007/s00146-025-02837-2
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