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Al Ethics and Interaction Under Scrutiny

Recent developments in Al research highlight growing concerns regarding the
ethical implications of Al systems and their interactions with humans. Initiatives
like FLARE-AI aim to track and report Al-related harms, while studies reveal that
framing Al as coworkers can hinder performance. Additionally, new tools are
being developed to detect deepfakes and enhance Al's interpretive capabilities in
various fields. As Al continues to evolve, the need for responsible usage and
regulation becomes increasingly critical.

KEY FINDINGS IMPLICATIONS
v FLARE-AI launched to report harms — Increased focus on ethical Al practices
caused by Al systems. may lead to stricter regulations.
v Framing Al as coworkers reduces error — Understanding Al's role in human
detection performance by 18%. interaction could improve user

. erformance.
v RealOrRender tool effectively detects P
deepfake images and explains - Advancements in detection tools may
classifications. enhance trust in Al technologies.

Key Metrics: Participants caught 18% fewer errors when Al was perceived as a
coworker.
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1. You Can Now Sound the Alarm on Al Behaving Badly

Category: Policy & Ethics
Departments: Computer Science, Political Science & Public Administration
Topics: Al Ethics & Safety, Crowdsourced Reporting, Harm Tracking Mechanisms, Transparency

in Al, Open-Source Al Tools

Impact Score: 27.0
Rubric Scores
Research Relevance: 4 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 5 Interdisciplinary Potential: 4 Ethical / Policy Implications: 5

A group of Al researchers has launched a crowdsourced platform called Flaw Reporting for
Al (FLARE-AI) to report and track harms caused by Al systems, such as generating harmful
content or leaking personal information. The initiative, developed with input from 49 experts
across 32 organizations, aims to address the lack of a centralized reporting mechanism for
Al flaws, which currently leads to fragmented responses and unrecognized issues. The
open-source nature of FLARE-AI allows for verification of reported problems and facilitates
communication with model developers and organizations like MITRE. This effort is part of a
broader movement to enhance transparency and accountability in Al systems as their use
becomes more widespread.

https://www.wired.com/story/flare-website-ai-flaw-reporting-safet

2. If you could chat with an Al ghost, what would you want

them to say? New study explores

Category: Research
Departments: Psychology, Computer Science, Philosophy, Social Work
Topics: Generative Al, Al Avatars, Emotional Impact Assessment, Digital Twin Technology

Impact Score: 27.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 4

Researchers at CU Boulder, led by Jack Manning and Jed Brubaker, are exploring the use of
Al to create digital representations of deceased individuals for interactive conversations.
Volunteers engage in Zoom sessions where they communicate with these Al-generated
avatars, designed to mimic the personalities and characteristics of lost loved ones. This
project aims to investigate the emotional and psychological impacts of interacting with Al
representations of the deceased.

https://techxplore.com/news/2026-07-chat-ai-ghost-explores.html
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3. Al agents are not your "coworkers"

Category: Research

Departments: Educational Leadership, Political Science & Public Administration, Computer Science,
Nursing

Topics: Al Ethics, Perception of Al Agents, Accountability in Al Use, Human-Al Collaboration
Dynamics

Impact Score: 26.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 4

Practical Impact: 5 Interdisciplinary Potential: 3 Ethical / Policy Implications: 5

A study by Boston University professor Emma Wiles reveals that framing Al tools as
"coworkers" rather than software tools leads to decreased performance in error detection,
with participants catching 18% fewer errors when Al was perceived as an employee. The
research indicates that this perception shifts responsibility away from human users,
resulting in a 44% increase in the likelihood of escalating questionable Al outputs to
management instead of correcting them. This finding raises concerns about the implications
of treating Al agents as colleagues, particularly in critical sectors like healthcare and
education, where it may lead to misplaced accountability for failures. The study highlights
the need for careful consideration of how Al is integrated into workplace dynamics to avoid
unrealistic expectations and potential negative outcomes.

https://www.technologyreview.com/2026/06/29/1139849/ai-agents-are-not-your-coworkers/

4. Millions of exploding stars could soon reveal dark energy's

secrets

Category: Research
Departments: Physics, Computer Science, Mathematical Sciences
Topics: Science & Research, Type la Supernova Analysis, Simulation-Based Inference, Neural

Network Applications, Cosmological Distance Measurement

Impact Score: 26.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 3

Researchers at the Institute of Cosmos Sciences of the University of Barcelona have
introduced a new framework, CIGaRS, which enhances the analysis of Type la supernovae
for studying the Universe's expansion and dark energy. Published in *Nature Astronomy*,
this method primarily utilizes imaging data, reducing reliance on costly spectroscopic
observations, and allows for a more comprehensive modeling of supernovae, their host
galaxies, and other influencing factors. By employing simulation-based inference and neural
networks, the framework can analyze vast datasets from upcoming sky surveys, improving
the accuracy of distance measurements and cosmological studies. This integrated approach
aims to address previously overlooked relationships and potential systematic errors in
current models of the Universe.

https://www.sciencedaily.com/releases/2026/06/260621060315.htm
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5. Inaugural Music Technology Research Showcase celebrates

work of new graduate program's initial students

Category: Research

Departments: Music, Computer Science, Electrical & Computer Engineering, Engineering Education &
Leadership

Topics: Generative Al, Al Co-Improvisation Agent, EEG Signal Analysis, Interdisciplinary Music
Technology

Impact Score: 26.0
Rubric Scores

Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5
Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 3

The MIT Music Technology and Computation (MTC) Graduate Program, initiated in fall 2024,
held its first research showcase on May 13, featuring presentations and performances from
its inaugural cohort of students. The event highlighted a range of innovative projects,
including an Al co-improvisation agent, a sound-art installation, and a machine-learning
model for identifying musical notes from EEG signals. The program aims to position MIT at
the forefront of music technology by fostering interdisciplinary collaboration between music
and engineering. Key figures at the event emphasized the importance of integrating
technical skills with artistic expression to advance the field in an Al-driven context.

https://news.mit.edu/2026/inaugural-mit-music-technology-research-showcase-celebrates-work-stude

nts-0629

6. When 2+2=5

Category: Research

Departments: Computer Science, Electrical & Computer Engineering, Political Science & Public
Administration

Topics: Al Ethics & Safety, Al Browser Vulnerabilities, Malicious Website Exploits, Safety
Protocol Bypass

Impact Score: 26.0

Rubric Scores

Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5
Practical Impact: 4 Interdisciplinary Potential: 3 Ethical / Policy Implications: 5

Recent research highlights vulnerabilities in Al browsers, revealing how malicious websites
can manipulate these systems into a false reality, thereby bypassing safety guardrails. The
study illustrates a proof-of-concept exploit where an Al browser is tricked into accepting
incorrect answers to a puzzle, leading it to operate under altered assumptions that
disregard established safety protocols. This manipulation allows attackers to execute
harmful actions, such as accessing sensitive information from private repositories. The
findings underscore the need for more robust solutions that address the root causes of
these vulnerabilities rather than relying solely on reactive guardrails.

https://arstechnica.com/security/2026/06/ai-browsers-can-be-lulled-into-a-dream-world-where-quardra

ils-no-longer-apply/
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7. Introducing GeneBench-Pro

Category: Research
Departments: Biological Sciences, Computer Science, Public Health Sciences
Topics: Healthcare Al, Judgment-heavy Analysis, Iterative Experimentation, Complex Task

Evaluation, Genomics Benchmarking

Impact Score: 26.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 3

GeneBench-Pro is a newly introduced benchmark aimed at evaluating Al models'
capabilities in performing judgment-heavy analyses in computational biology. It expands
upon the previous GeneBench framework by incorporating more complex and realistic tasks
across various domains, including genomics and translational medicine. The benchmark
focuses on assessing higher-order judgment skills, such as handling ambiguity and revising
assumptions, which are critical for real-world scientific research. GeneBench-Pro comprises
129 questions that require models to engage in iterative experimentation and provide
informed answers based on messy datasets and specific experimental contexts.

https://openai.com/index/introducing-genebench-pro

8. Editors' Choice: Speculative Recommendation: Reframing Al

for Interpretive Practice in the Digital Humanities

Category: Research
Departments: Computer Science, Educational Leadership, Art, Philosophy
Topics: Computer Vision, Recommender Systems, Stochastic Machine Learning, Visual

Similarity Analysis, Digital Humanities

Impact Score: 26.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 4 Interdisciplinary Potential: 5 Ethical / Policy Implications: 3

In their paper, River Rain and Houda Lamgaddam propose a novel approach to
recommender systems, framing them as tools for humanistic inquiry instead of commercial
personalization. They present a fine-tuned computer vision pipeline that analyzes visual
similarities across 2,341 animated films, revealing patterns of artistic influence and
aesthetic shifts. The authors advocate for embracing the stochastic nature of machine
learning as a means of interpretive exploration, rather than merely correcting for errors.
Their methodology integrates a VGG16 network with vector search to facilitate the
exploration of large-scale digital heritage collections without relying on strict predictive
models.

https://digitalhumanitiesnow.org/2026/07/speculative-recommendation-reframing-ai-for-interpretive-

ractice-in-the-digital-humanities/
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9. Fable Ban Reversed + Dr. Dana Suskind on Parenting With

A.l. + Prediction Market Drama

Category: Policy & Ethics
Departments: Political Science & Public Administration, Computer Science
Topics: Al Policy & Regulation, Access Evaluation Framework, Al Technology Distribution,

Innovation Safety Balance

Impact Score: 25.0
Rubric Scores
Research Relevance: 4 Educational Value: 4 Innovation / Novelty: 3

Practical Impact: 5 Interdisciplinary Potential: 4 Ethical / Policy Implications: 5

The article discusses the U.S. government's recent initiative aimed at regulating access to
advanced Al models. It outlines the framework established to evaluate and restrict the
distribution of powerful Al technologies, emphasizing the criteria used to determine
eligibility for access. The findings indicate that this regulatory approach seeks to balance
innovation with safety concerns, addressing potential risks associated with misuse. The
initiative represents a significant step in the government's efforts to manage the
implications of rapidly advancing Al capabilities.

https://www.nytimes.com/2026/07/03/podcasts/fable-ban-reversed-dr-dana-suskind-on-parenting-with

-ai-prediction-market-drama.html

10. Reliably detecting and clearly explaining deepfake images

Category: Research

Departments: Computer Science, Electrical & Computer Engineering, Political Science & Public
Administration

Topics: Computer Vision, Deepfake Detection, Explainable Al, Hybrid Detection Methods

Impact Score: 25.0
Rubric Scores
Research Relevance: 5 Educational Value: 4 Innovation / Novelty: 5

Practical Impact: 4 Interdisciplinary Potential: 3 Ethical / Policy Implications: 4

Researchers at the Fraunhofer Institute of Optronics, System Technologies and Image
Exploitation IOSB have developed a tool called RealOrRender, which detects deepfake
images and provides explanations for its classifications. This hybrid approach enhances
detection accuracy of Al-generated images, addressing the challenge of distinguishing them
from real images. The incorporation of explainable Al processes contributes to the
transparency of the results, allowing users to understand the reasoning behind the
classification.

https://techxplore.com/news/2026-07-reliably-deepfake-images.html
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